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Introduction

The goal of this project is to bring the Cornell Checkpointing Compiler (C3) one step closer to production release by enabling the checkpointing system to handle statically linked libraries.  At the current time, the project is only concerned with C applications, but future work may involve FORTRAN or C++ libraries as the C3 system is ported to those languages.  The widespread use of static libraries in real applications makes this project very integral to the success of the C3 system.  Many of the commonly used static libraries such as those for math, input/output, and string manipulation rarely store state that would need to be saved at a checkpoint.  However, it is very likely that the special purpose libraries used in scientific computing may make use of heap memory through malloc and persistent variables (those whose retain a value throughout program execution) and thus require saved state.

Essentially the difficulty of saving the state of static libraries arises because the C3 system does not have access to the library source code while preprocessing the user’s application to add checkpointing.  Since a checkpoint will only occur while the execution is in the user's application and never from inside a static library, there are only two sources of state in the library that must be saved.  First of all, any malloc calls to dynamically allocated memory must be changed to use the C3 systems special version of malloc.  This special malloc tracks memory allocations so that the heap can be reconstructed upon checkpoint recovery.  The second source of state is persistent variables which come in three forms: C global variables, C static global variables, and C static local variables (While only visible from a single function, they have persistent values.).  
Normally, the C3 system changes the application source code to use its own malloc version and adds special calls to checkpointing functions to save the state of persistent variables directly in the code.  This method of state-saving is not available for static libraries for which the compiler has no access to the code.  This project investigates using the linker to provide functionality to checkpoint libraries.  We chose the GNU linker, ld, which is part of GNU Binary Utilities (binutils), a suite of applications developed by the Free Software Foundation for manipulating binary files [1].  The GNU linker has the advantages that it can function on many platforms, it can link a host of different object file formats, and it has freely available source code.   Before modifying the actual C3 system to checkpoint static libraries, the project seeks to demonstrate the feasibility of using the linker to handle malloc and persistent variables.  Hence the techniques developed are currently being applied to test programs.

Background

Linkers are charged with two major tasks.  The first is symbol resolution, which involves associating the references each symbol with a single symbol definition [2].  Here symbols refer to functions and persistent variables (both local and global).  Temporary variables, local to functions, are managed by the stack and this management is entirely controlled within the source code produced by the compiler.  The second role of the linker is the relocation of code and data sections by changing the locations at which the sections will be stored and modifying the references they contain accordingly.  Compilers and assemblers generate code assuming all sections begin at address zero, and thus it is the linker’s task to combine the sections from various files into one non-conflicting address space.  Notwithstanding, the addresses assigned by the linker may not be the absolute runtime addresses of the code, because the linker may be creating a dynamically linked library.

Despite needing to accomplish only two tasks, the GNU linker application is coded in a very complex manner.  It would appear that the main objectives during development were to allow for as much code reuse as possible, to permit for user customization, and to minimize the effort required to extend the linker to work on a new object file format or architecture.  While these objectives are clearly important, the resulting code base is quite large and distributed among many files which interact in complicated ways.  

The majority of the code is written in C, but there are components written in shell scripts and in a language that is a superset of AT&T's Link Editor Command Language syntax.  The shell and linker language scripts are mainly employed to provide customization features allowing users to change how files are linked for their needs.  These scripts primarily allow programmer to specify the mapping of sections from input files to output files and memory layout.  It appears that the scripts do not provide the functionality required to assist in our goal of checkpointing shared libraries.  

With regards to the C component of the application, the linker code is intricately connected to the GNU Binary File Descriptor (BFD) library.  The BFD library is employed by many of the utilities in binutils and it contains the code required to interact with each of the many types of object files that exist.  Naturally there is also the code for the linker itself.  This code seems to be mainly used orchestrate the overall linker process by managing the shell and linker scripts and calling BFD functions to do the actual work of creating a output object file or executable.  The linker customization is controlled through the use of emulations, which is GNU's name for a configuration of linker to produce output files of a specific format and architecture type.  This configuration seems to be performed partly during the installation of binutils (through configure) and partly when the linker is executed.
Progress

Understanding the workings of the linker sufficiently to modify it in an effective way has not been an easy task.   The first steps were gather information about general linker operation and specific documentation on GNU binutils [3].  I also read parts of John Levine's book “Linkers and Loaders” which is quite possible the only book devoted entirely to the topic [4].   Bryant and O'Hallaron’s textbook also provides a good overview of linking process [2].  

As for information on ld and binutils, GNU documentation is notorious for being incomplete and cryptic.  I searched the web for other sources of information on this software but found none with any more depth than the documents provided by the GNU website.  The ld and BFD tools also have separate “internal” documentation with some information about the inner workings of the programs.  These were included in the GNU distribution and it took a little bit of effort to figure out how to read the documents through the texinfo format they are written.  A positive note is that the code itself contains some descriptive comments which highlighted some important functions to look at.   One things particular important that is missing from the documentation is a high-level description of how ld works and how it interacts with the BFD library.  Lacking this description, I have spent a large amount of time sifting through the code trying to trace the connections.

Another aspect of the applications that make the code difficult to understand is the developers’ attempt to mimic an object-oriented coding style in C.  The use of function pointer casts and Macros to create function names at runtime makes it difficult to trace execution through the code.  The Macros also prevents emac's functionality for tracing symbol references to their definitions.  Perhaps if necessary, I will run the linker through the preprocessor so that I can examine the expanded version of the code.

My approach to understanding the linker has been to try to trace the progress of function names and persistent variables as they pass through the linker stages.  This has been accomplished through a combination of examining the code to find the necessary functions and follow the execution, adding printf statements to trace linking progress, and using the GDB debugger to track the function calls at runtime.  The goal for the function names is to locate a point in the code corresponding to a time in the execution when all the function definitions have been found and the symbol references are being resolved to these definitions.  The code can then be modified so that a function reference, such as malloc, is matched up with the C3 malloc instead of the regular definition.  I have successfully found the right section of the code for modifying the reference/definition symbol resolution.  My modifications have been tested for switching references to access a different function instead of the intended function in two cases: the first where the two functions are in the same file and the second case where they are in different files.  This effort is a good step towards successfully checkpointing the heap memory of the static library.
One complication is that the connecting of function references to definitions is actually performed in BFD library code and it is specific for each object file format and architecture.  As a result, the correct location in the code will have to be modified for each of format of concern to the C3 project.  Fortunately, many of the formats have similarly structured code which should help to simplify the task.  The fact the most of the linker functionality is implemented separately for each file format and architecture surprised me, but perhaps this is necessary because many features of the binaries such as data field sizes and address handling are platform specific.  For now, I have been working with the ELF32 format for Intel 386 based architectures, which is used by my machine.  

Future Work

Clearly, one task for the future will be to investigate the changes required to modify the resolution of malloc for other object file formats and platforms.  However, currently I have begun to examine the task of checkpointing the persistent variables.  Static local variables provide the greatest challenge because they are only accessible at the program language level from inside the function they are defined in.  This makes it necessary for a checkpointing mechanism to add a hack manipulating at these variables directly through the address in memory they are stored at.  

My current thought on how to approach the problem, is to try to do as much as possible at the language level.  Using the GNU tools objdump or nm, the symbol names of all the persistent variables can be determined.  Code can then be generated to save the variables using incorrect addresses temporarily.  This generated code is then combined with the application and libraries at link time.  During the linking process the addresses in the generated code can be corrected by the linker which has access to the real variable locations.
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